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First, we describe the general goals of system administration focusing on the pieces related to monitoring, diagnosing, and repairing. Then, we describe the functional and environmental concerns that influence a system to attack those pieces.  Finally, we describe the five major contributions of our approach.

System Administration Goals

The following list describes the general goals of system administration. The goals which are most related to monitoring, diagnosing, and repairing are marked in bold. Partially related goals are marked in italic.

High-Level Goal: Support cost-effective use of the computer environment through:

· uniform environment for most users

· custom environment for special machines and users

· high availability for all users

· recovery from non-malicious errors or failures

· protection from malicious outsiders

· high performance for all users 

· training for computer users

· planning for future upgrades

· accounting of current uses

· compliance with legal requirements

· NOT:

· actual use of environment — software development, creating presentations, data mining, etc.

· non-computer related tasks (system administrators can be too helpful and get asked to do everything)

Monitoring, diagnosing, and repairing comprise three coherent pieces of a system to address the goals marked above. Monitoring allows administrators to watch the system, and how it is behaving.  Monitoring can answer one of the traditional questions from management — “how is our system being used?”  Diagnosing builds on monitoring, and helps administrators determine when they have a problem, and understand a problem once they have identified it. Repairing is the last step in the cycle, wherein the administrator eliminates the problem and then goes back to monitoring the system for future problems. Our goal is to automate and assist in the steps of monitoring, diagnosing and fixing problems.  In the long term, we would like to develop systems which are resilient to faults, thereby eliminating most of the need to fix problems.  In the short term, we would like to detect and automatically fix the problems as quickly as possible.  We would also like our system to be useful for users who just want to know what the system looks like and what it is doing.

Functional pieces to solving this problem:

· Statistics and information from the system has to be gathered and stored.

· Administrators and users need to be able to visualize the statistics and information.

· The statistics and information has to be analyzed to detect problems.

· Someone (administrators, users, or managers) can be notified of the problem.

· The problem can be automatically fixed or the administrator can specify repairs.

Environmental Constraints:

· The system environment is inherently changing.  This means that any system will need to be extensible.  For example, A system built five years ago would be unlikely to include support Web server problems; however, most sites now have at least one web server.

· Problems can occur on many time-scales. There are short term problems with device failures and transient overload, and long term problems requiring expansion of the system to handle load.

· Monitoring and diagnosing often needs to occur when the system is behaving extremely badly.  This means a system to solve the problem needs to be extremely fault-tolerant.  Post-mortum analysis should also be supported so that future problems can be handled better.

Our Contribution

Our contribution is both the framing of the problem as described above, and a system to address that problem. Overall our system is composed of a logically central database which serves as a blackboard where various agents which operate on the data can interact. Some of the agents that we have already considered are ones which: gather statistics, display information, notify administrators, analyze the data, and repair problems. The advantage of the blackboard approach is that it is easy to add additional agents to the system. The following list describes the five key pieces to our approach.

· We use a SQL based database as a blackboard for agent interaction.

· We use a self describing schema for extensibility in our system.  This means that new data types and their associated aggregation and visualization functions can be easily added to the system.

· We take an end to end approach in guaranteeing that the system is functioning correctly to help the end user verify that all the other parts of the system are working. In addition, we will use internal cross-monitoring to help eliminate the traditional problem of “who watches to watchers?”

· We address scaling in both the local and wide area through a combination of aggregating information into centralized places, and hierarchy in order to deal with wide area links.

· We are building automated learning into our system so that site specific constants don’t have to be entered by an administrator.

SQL based blackboard to store data and facilitate agent interaction

The key to the whole system approach is to de-couple the gathering, storage, and retrieval operations.  Traditional system have tied these pieces together, which has improved their efficiency and their internal flexibility.  However, it has dramatically weakened their ability to be externally extended to handle changes in the system.  For example, the Dolphin research project defines a very nice internal object-oriented hierarchy for internal data storage, but it doesn’t provide an easy way to extend the hierarchy, query it externally, or insert data into the database.  Similarly, SNMP based systems make it challenging to extend the data monitored. The SNMP daemons tend to be non-extensible, and no other method for getting data is available.  Interaction between multiple users of the data is also poor.  SNMP V2 has added manager to manager support, but this doesn’t support easy addition of new agents using the data, analyzing it or updating it. We believe that the SQL database will provide a good place for agents to rendezvous and work with the data.  It is not immediately clear, but we believe that we will be able to get sufficient performance to make this a viable approach.

Self-describing structures to make the system extensible

Adding new data types to the system after it is built requires adding the functions that will manipulate that data as well as just the data.  The combination of data, functions and textual explanations makes the data self-describing.  The data is stored so that it is available, the functions stored so that the data can be manipulated, and the textual explanations are stored so that the administrators can understand the new data and display formats.  For example, the initial system might store various statistics about packets in and out of a router’s interface.  Later we might want to add the ability to store per-connection statistics.  These statistics could be displayed by showing the complete path through the network that the connection follows, and the statistics could be aggregated on a per host or per network basis.  In either case, the initial system is unlikely to have the functions to support that type of visualization or aggregation.  If we do not have a way of extending the system to add new forms of visualization and aggregation, we will end up with a system that is limited similarly to how SNMP-based systems are limited in that new data can only be displayed in old ways.

 End to end reliability to ensure correct operation

Given that the system is expected to operate under extremely adverse conditions, it is very important that the monitoring and diagnosing system does not become just another piece of the system which fails regularly and has to be fixed by the administrator.  Moreover, a failure in monitoring and diagnosing will often indicate some larger problem such as a node or network link failing.  For these reasons, we want the system to guarantee in some form end-to-end reliability for its operation.  For example, for information being displayed on the screen, we would like the visualization system to constantly update some value (such as a clock) so that the administrator will know that end visualization system is still functional.  The visualization system can then monitor the other pieces of the system to verify that they are still functioning and if they fail display that information to the administrator.  This can be done by the end system checking that data is being regularly updated and that the various tools for analyzing the data are still running.  When the administrator is only connected via a pager, this problem is more challenging, there is no easy way to show the administrator that the connection between the pager and the system is still working.  However, once smarter end nodes are made available (smart phones for example), they too could display the simple signal of everything is still working and verify that the connection back into the system that watches the system is still working.  That piece can then monitor the rest of the monitoring and diagnosing system in order to guarantee that it is operating correctly.

Scaling in the local and wide area to cope with system growth over time

Scaling in the local and wide area are handled in a similar way.  The data is aggregated together at central points and then moved in a batch form to the appropriate place.  For example, to connect two widely separated sites, the data can be aggregated to a border point at both sites.  There is can be compressed and transferred over the network.  The compression and batching means that the transfer will be vastly more efficient than moving the data in n separate, less-compressible pieces.  In the local area, aggregation also serves to improve scaling.  The data can be collected together at a single, non-durable site.  Since the durable stored location is stored on the individual nodes (and a replica for fault tolerance), the centralized repository will not need to commit the transactions to disk.  We expect that this division will vastly improve performance and allow the repository to handle a larger load.  If this does not improve the performance sufficiently, we plan to look at updating the central repository less frequently, and only for rapidly changing information.  If the various other parts of the system need to get the more frequently updated information, they can contact the original data source which has a frequently updated, up-to-date copy of the data.

Automated learning to predict when the system is about to fail to prevent problems

Traditional systems have included vast numbers of magic constants in order to quantify problems.  For example, if the disk is over 90% full, then there is a problem; or if the network is over 30% utilized then there is a problem; or if a machine is down, then there is a problem. All of these statements satisfy take a certain measurement (free disk space, network utilization, server working) and compare it to a value (90, 30, true) to determine if there is a problem.  However, in all of these cases, there may not be an immediate problem.  The disk may just be storing configuration files and not be changing, the network may just be handling a steady stream of video packets, and the server may be fault tolerant.  Therefore, the best solution is to have the system automatically learn what problems look like.  For example, each user could have a little button on their screen.  When they believe that there is a problem, they push the button.  The learning system can then take a set of examples, and learn what “problems” look like.  Then when the system starts to approach those states, the administrator can be notified, or action can be automatically taken. Similarly administrators could specify when pieces are broken, and once they have identified the source of the problem they could tell the system to learn the constants for various statistics or combinations of statistics.

